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EXECUTIVE

SUMMARY
In this paper, which is the fourth in a series, we will dive deeper into the

main elements of Chapter 2 of Title III of the AIA: The Requirements for High-

Risk AI (articles 9 - 15, 42, 43).

As with our previous AIA  in-depth papers, our evaluation is guided by the

main objective of the AIA: the protection of health, safety and fundamental

rights from the ill effects of AI. Central question for this objective is whether AI

brings sufficient benefits and is indeed  ready  to largely replace or heavily

influence human decision making, even in critical areas such as law

enforcement, the judiciary, social benefits, education or the workplace?

At the time of publication of this paper, the Slovenian and French Presidencies

of the European Council already issued proposals for a compromise texts for

several articles we discuss in this paper. Moreover, the co-rapporteurs of the

European Parliament presented their draft report on the AIA. This paper will

take these texts into consideration where relevant.

The AIA versus the EU Ethics Guidelines for Trustworthy AI: 

Many but not all requirements of the Ethics Guidelines have been

fully incorporated in the AIA

'Missing' requirements are: human autonomy, privacy, explainability, non-

discrimination, environmental well-being, societal well-being 

The requirements should be seen not only in light of the intended purpose

but also of the reasonably foreseeable use of the AI system

Include the obligation to involve relevant stakeholders in the development

and review phases  of the risk management system and promote multi-

disciplinarity in the design and development of AI

Main adjustments to the requirements of articles 10-15:

Delete para. 5 of article 10 (bias monitoring, detection and correction)

Delete art. 42(1) (presumption of conformity with para. 4 of article 10)

Apply the recommendations for logging to all high-risk AI

Define affectee(s), natural or legal persons affected by high-risk AI

Add requirements  to ensure explainability of AI decisions towards

affectees and the right to request an explanation by affectees 

Add measures to ensure independence and protection of person(s)

endowed with exercising human oversight

Include requirements regarding model quality, such as  justifiable and

reasonable parameters and features, and generalisability

Strengthen the requirements:

Add requirements to protect human autonomy, privacy, non-

discrimination, societal well-being, democracy, the rule of law and the

environment 

Add a fiduciary duty for to act in the interest of affectees

Have certain decisions remain the ultimate prerogative of humans

Have all high-risk AI systems third party assessed
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AI systems that pose a risk of harm to health and safety or fundamental rights of

persons, but nevertheless provide sufficient benefit to society, are considered high-

risk. To mitigate the risks, those AI systems will have to comply with a set of

mandatory requirements and follow several procedures before they can be, and

after they have been, placed on the Union market or put into service.

As we have argued in our previous in-depth paper: AIA in-depth #3 | High-Risk AI

Classification[1], the chosen approach first and foremost poses the risk of

normalising and mainstreaming quite a number of AI practices that are still heavily

criticised, often due to their lack of sufficient social benefit. Secondly, this approach

assumes that the risks high-risk AI systems pose, also future ones, can be

sufficiently mitigated by meeting the requirements of articles 9 through 15 AIA

(which are, (paraphrased): risk management system, datasets of high quality,

documentation, transparency, human oversight, accuracy, cybersecurity and

robustness).

ALLAI welcomes the alignment of the requirements for high-risk AI with many of the

Requirements for Trustworthy AI as laid down in the Ethics Guidelines for

Trustworthy AI ("EGTAI”). Five important elements of the 7 requirements of the

Ethics Guidelines are not explicitly or only partially dealt with in the AIA however

(see figure below). 

We consider this a missed opportunity, because many of the risks AI poses are

those of privacy, bias, exclusion, the undermining of human agency and adverse

environmental and societal impact.

REQUIREMENTS
FOR HIGH-RISK
AI
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Human Agency & Oversight

Technical Robustness & Safety

Privacy & Data Governance

Transparency (incl. explainability)

Diversity, Non-Discrimination &

Fairness

Environmental & Societal Well-

Being

Accountability

Ethics Guidelines for

Trustworthy AI

7 Requirements
for Trustworthy AI

Human Oversight

Technical Robustness & Safety

Data Governance

Transparency

Accountability

Risk Management System

AIA

art. 8 - 15

Requirements for
High-Risk AI

EGTAI - AIA

Comparison

Human Agency

Privacy

Explainability

Diversity, Non-Discrimination &

Fairness

Environmental & Societal Well-

Being

Requirements not fully
addressed in the AIA

1.1 The AIA versus the EU Ethics Guidelines

for Trustworthy AI

[1] Muller et. al (2022): AIA in-depth #3a | High-
Risk AI Classification

https://allai.nl/aia-in-depth-3a-high-risk-ai-classification-series-of-papers


The argument has been made that these elements are already covered by the

GDPR and our fundamental rights regime, but this is not as ‘black and white’ as

seems and in particular the latter seems contradictory to the aim of the AIA, which

is to effectuate the protection of our fundamental rights against adverse effects of

AI through primary legislation. Moreover, bringing the protection of fundamental

rights into the private sphere, which the AIA also aims to do, should logically involve

those rights that are most jeopardized by AI.

Also, the argument has been made that these ‘concepts’ are too difficult to translate

into proper and enforceable legal requirements. Below we explore the current

requirement as well as the ‘missing’ elements and propose ways to translate them

into requirements.
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1.3 Risk management system (art. 9)

1.2 Intended purpose and reasonably

     foreseeable use (or misuse)

As argued in our first in-depth paper: AIA in-depth #1 | Objective, Scope,

Definition[2], we advise to insert a ‘global’ amendment throughout the AIA

changing 'intended purpose' to 'intended purpose or reasonably foreseeable use',

which is common in Union legislation regarding product safety. Given the potential

impact of high-risk AI systems it is not unreasonable to ask from their providers to

try to foresee (imagine) the potential uses of the AI system and address the risks to

health, safety and fundamental rights these uses could bring, while at the same

time appreciating that not all uses can be foreseen (hence the word ‘reasonably’).

Throughout the requirements for high-risk AI as described in Chapter 2 (articles 8-

15), reference is being made to ‘intended purpose’. We strongly suggest changing

all these references to “intended purpose or reasonably foreseeable use”. Where

reasonably foreseeable misuse is mentioned, we propose to change the text to

“intended purpose or reasonably foreseeable use or misuse”.
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Global amendment

Throughout the requirements for high-risk AI as described in Chapter 2 (articles 8-

15), reference is being made to ‘intended purpose’.

We strongly suggest changing all these references to “intended purpose or

reasonably foreseeable use”. Where reasonably foreseeable misuse is mentioned,

we propose to change the text to “intended purpose or reasonably foreseeable

use or misuse”.

In their draft report on the AIA, the European Parliament’s co-rapporteurs Benifei

and Tudorache propose a welcome amendment (no. 90) to art. 9 of the AIA, that

effectively involves the obligation to perform a broad values and rights impact

assessment of high-risk AI systems.[3] There have been several calls for

mandatory fundamental rights and ethical impact assessments to be included in

the AIA and the proposed amendment 90 meets these calls whereas it requires

analysis of potential risks to personal health and safety, personal legal rights and

statutes, fundamental rights, equal opportunities and union values (art. 2 TEU).

[1] Muller et. al (2022): AIA in-depth #1 | Objective,
Scope, Definition

[3] European Parliament, Benifei & Tudorache,
2021/10106 (COD)

https://allai.nl/aia-in-depth-1-objective-scope-and-definition-series-of-papers/


Another important tool to assess, address and mitigate potential risks of high risk

AI that is missing from the AIA is the involvement of relevant stakeholders, domain

experts and representative bodies throughout the entire life-cycle of the

AI system. We propose the following additions to art. 9 AIA.

1.4 Data and data governance (art. 10)

6

1.3.1 Inclusivity and multidisciplinarity

The requirement of Article 10, the AIA aims to ensure that the training, validation

and testing data sets of high-risk AI systems are subject to appropriate data

governance and management practices. However, some of the technicalities that

should be considered in order to more adequately mitigate the risk of for example

bias or discrimination or the risk to privacy, are missing. For example, the article

only covers data that is used during the training, validation and testing phases of

a model, and not data that is collected, fed into, or used by the AI system after the

deployment of that system (i.e. during its life-cycle). Models do not tend to keep

working properly and as expected forever. They need to be monitored to verify

that they keep performing optimally and they need to be updated and re-trained

to keep them up to date with changes in circumstances, often reflected in new

data.

It can be worth considering broadening this obligation so as to include an analysis

of the potential impact on society at large and the environment, whereas

“Environmental and Societal Well-being” is a particular requirement of the Ethics

Guidelines for Trustworthy AI and currently missing from the AIA.
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2.   (...):

       (a)  identification and analysis of the known and the reasonably foreseeable

              risks that the high-risk AI system can pose to:

  (i) the health or safety of natural persons;

             (ii) the legal rights or legal status of natural persons;

             (iii) the fundamental rights of natural persons;

             (iv) the equal access to services and opportunities of natural persons;

             (v) the Union values enshrined in Article 2 TEU;

            (vi) society at large and the environment.

Article 9
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2.  The risk management (...) updating and continuous involvement and

     consulting of relevant stakeholders, including but not limited to domain

     experts, representative bodies and the social partners.

4.  Elimination or reduction of risks as through adequate design and development,

 involving relevant domain and other experts and internal and external

     stakeholders, including but not limited to representative bodies and the 

     social partners.

Article 9
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Given the amount of data handling during this stage, many (if not all) points of

this article remain relevant after the training, validation and testing phase.

R
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(x)   Training, validation and testing data sets, as well as data that is collected,

        fed into, or used by the AI system, after deployment of the system and

        throughout  its lifecycle (...)

We propose the following 'global amendement' to Article 10 where it refers to

'training, validation and testing data':  

1.4.2 Data relevance and presumption of conformity

Paragraph 3 of article 10 AIA is aimed at ensuring high quality data. There have

been ample discussion on whether data sets can be free of errors and complete,

but we want to highlight two other elements of this paragraph. The requirement

of 'appropriate statistical properties' and the fact that the required characteristics

can be met at individual dataset level or at the level of a combination of datasets. 

The word 'statistical' seems too limiting here and we would opt for amending this

phrase to "appropriate properties".  

The data quality  requirements should in our opinion be met regarding each

dataset, whether multiple datasets are combined or not. We thus argue to change

the final phrase of paragraph 3 to:

"the required characteristics should be met at the level of each individual dataset,

whether in combination or not". 

Paragraph  4 of art. 10 AIA appears to be aimed at ensuring that the training,

validation and testing data are reflective of the environment in which the

AI  system will be used. In very simple terms, AI trained on data regarding men

might not produce relevant or even correct outputs for women. In technical sense,

this is often referred to as the problem of 'generalisability'. While the Commission

can be commended for trying to tackle this problem legally, the chosen wording is

vague and limits the 'relevance test' to only 3 elements: geography, behavioural

setting and functional setting. The vast number of data characteristics that have a

role in making AI systems safely applicable in a certain setting is far from being

known.

1.4.1 Data governance and management practices

Article 10(2) under (d) describes the practice of formulating relevant assumptions

about the information the data aims to measure and represent. We argue that

these assumptions should not only be relevant, but also justified and reasonable.

E.g. the assumption that people who donate to mosques pose a risk of tax fraud,

an assumption that was used in a risk prediction system  by the Dutch Tax

Authorities to determine whether someone should be put on a 'watchlist', is not

justified nor reasonable.
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(2) (...)

      (d)  the formulation of relevant, justified and reasonable assumptions, notably

             with respect to the information that the data are supposed to measure and

             represent;

Article 10

R
E
C

R
E
C

R
E
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What is clear though, is that geography, behavioural setting and functional

setting, are not the only characteristics that make a dataset relevant and that

taking into account only these 3 settings does not necessarily a relevant dataset

make. In the current wording, the situation we describe above (AI trained on data

regarding men and then being applied to women) would not be covered for

example.

What is even more important though is the "presumption of conformity" with

article 10(4), that is laid down in article 42(1) AIA. The latter states that if training,

validation and testing took place in the same geography, behavioural and

functional setting as the deployment of the system, the data is presumed to be

relevant. While it is hard to fully oversee the consequences of such presumption of

conformity, we feel that the AIA is taken an unwise shortcut here. The

more  general 'data  relevance requirement' of  paragraph 3 could suffice, unless

paragraph 4 has a different aim all together. 

(4)   Training, validation and testing data sets as well as data that is collected,

        fed into, or used by the AI system, after deployment of the system and

        throughout  its lifecycle (...) shall, to the extent required by the intended

        purpose and reasonably foreseeable use, be reflective of all elements and

        characteristics relevant for the specific setting within which the high-       

        risk AI system is intended or foreseen to be used.

Article 10

(1)    DELETE

Article 42
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We strongly agree with the proposal of the European Parliament's co-rapporteurs

to delete paragraph 5 of article 10 AIA in its entirety.

There is insufficient evidence that the use of special categories of personal data

can effectively aid in the monitoring, detection and correction of bias in

AI systems. Moreover, the paragraph could open the door to misuse. 

1.4.3 Bias monitoring, detection and correction

R
E
C

1.5 Technical documentation (art. 11)

With this requirement, the AIA aims to ensure that technical documentation is

drawn up to demonstrate that a high-risk AI is compliant with the requirements of

the Chapter 2.

Although we agree that complying with such a requirement is of great

importance, we recommend clarifying its purpose and how this documentation

shall be used. For the former, stating how documentation allows reproducibility

and traceability of an AI system's output can encourage a certain level of detail, if

not already described. For the latter, one might want to describe when this

documentation should be reviewed and revised, as for now, the requirement only

states that the documentation shall be drafted before placing the system on the

market and be kept up to date. Also here, the lifecycle approach could be more

clearly incorporated. 

1.6 Record-keeping (art. 12)

With this requirement, the AIA aims to ensure that AI systems are designed to be

able to automatically record-keep events (logs) during its operation.
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Furthermore, the AIA states that these logging capabilities shall conform to

recognised standards or common specifications. The requirement describes a

minimum set of specifications for the logging capabilities of biometric

identification, the technique involving the verification of an individual’s identity by

comparing biometric data of that individual to a number of biometric templates

stored in a database (one-to-many matching).  The minimum set of of logging

capabilities include:

(a) recording of the period of each use of the system; 

(b) the reference database against which input data has been checked by the

system;

(c) the input data for which the search has led to a match; 

(d) the identification of the natural persons involved in the verification of the

results, as referred to in Article 14 (5).

It is clear from the specifications provided that these are tailored to minimum

logging capabilities of biometric identification, but as mentioned in our second in-

depth paper, AIA in-depth #2 | Prohibited AI Practices[x], there are many other

biometric techniques that can serve multiple purposes, including biometric

verification/authentication, biometric categorisation/segregation and biometric

assessment. Moreover, the specification seem very relevant for all high-risk AI

systems so they could very well apply to all.

Recommendations for logging

Have the logging specifications for biometric identification cover all high-risk

AI systems,  since point a) to c) could be adapted to capabilities of other AI

systems.

Include measures to avoid logs being tampered with. Besides existing known

malicious cyberattacks which can tamper with or delete logs, providers

and users may at any point feel inclined to tamper with logs to obscure illegal

behavior and avoid fines.

1.7 Transparency and provision of

       information (art. 13)

The GDPR does not provide for a clear and full right to, and explanation of,

automated decisions. The right only exists if the decision is fully automated and

based on profiling and even then, there are legal discussions ongoing on whether

the decision was indeed fully automated or whether the right to such an

explanation truly exists or rather only referenced to in the Recitals of the GDPR. 

The AIA only deals with explainability in relation to the requirement of 'human

oversight' of art. 14, where the person endowed with exercising 'human oversight'

should be able to interpret the outputs of the AI system. While this is already a big

step in the right direction, 'interpretation of the output' is still vague and the

obligation does not give affected persons or parties the opportunity to receive

or request an explanation. 

We see the need for including an obligation of 'external' explainability in the AIA,

also because it is one of the elements of Requirement no. 4 of the Ethics Guidelines

for Trustworthy AI (Transparency) which deals with both being transparent about

the use of AI as well as being able to understand and explain the outcome of the

system. This is not only necessary for accountability's sake, but also for the simple

reason that decisions that have a serious impact on (groups of) natural or legal

persons, deserve (sometimes even by law) an explanation. Simply put, a judge has

a legal obligation to motivate his/her decision and a government has a legal

obligation to explain the reasoning behind an impactful decision. 



We have seen that there is room to build on the 'right' to explainability of the

GDPR in the proposal for the Platform Worker Directive. Under the latter platforms

would have the obligation to explain the outcomes of algorithmic management

decisions to platform workers and platform workers in turn have a right to request

and object to such explanation. Below we propose a definition of 'affected (group

of) natural or legal person(s)) and suggest number of additional paragraphs that

could either be added to art. 13 and 14 or find a place elsewhere in the AIA, such

as for example under the obligations of providers and users to incorporate

explainability into the AIA.
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Article 3

Definitions

(x)  ‘affectee(s)’ mean(s) any natural or legal person or group of natural or

       legal persons affected by the use or outomes of on ore a combination of an

       AI system(s);

Article 13 and 14 or 16 and 29

(x)  High-risk AI systems shall be designed, developed and used in such a way 

      that an affactee can obtain an explanation from the developer and user for 

      any decision taken or supported by a high-risk AI system that significantly 

      affects the affactee;

(x) Providers and users of high-risk AI systems shall provide access to the

      person of persons designated with the exercise of 'human oversight' as

      described in art. 14 to discuss and to clarify the facts, circumstances and

      reasons having led to the decision by the AI system;

(x) Providers and users of high-risk AI systems shall provide the affectee with

      a written statement of the reasons for any decision taken or supported by

      a high-risk AI system;

(x) Where the affectee is not satisfied with the explanation or the written

      statement of reasons obtained or consider that the decision referred to in

      paragraph (x) jeapordizes their health, safety or fundamental rights, the

      provider or user, as the case may be, shall review that decision, upon

      reasonable request by the affectee. The provider or user, as the case may

      be, shall respond to such request by providing the affectee with a

      substantiated reply without undue delay and in any event within one week

      of receipt of the request.

1.8 Human oversight (art. 14)

We highly welcome the requirement of human oversight. We do have suggestions

on better equipping the person(s) endowed with the exercise human oversight

and to protect their independency and position within an organisation. Because

this person has the right (or even duty) to disregard an AI  system's decision or

even stop its use,  we believe that there needs to be a certain level of

independence and protection from potential negative consequences (such as

demotion or dismissal) if human oversight is executed by someone within the

same organisation.

14

Human Oversight

x.  The individual to whom human oversight is assigned shall either be

     fully independent from the provider or user or, be adequately protected

     against negative consequences for their position within the organisation,

     resulting from or related to their exercise of human oversight.
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We express some concerns on the rather general wording chosen for the

requirement of accuracy. What is meant by 'accuracy' is not clear. Do the

outcomes need to be accurate, and what does that mean? Or is accuracy aimed at

the model, meaning that the model used fits the use case, that the parameters

and features used in the model are accurate? Or does it reflect the level of

generalisability? As for the latter, we feel that model quality and

generalisability should be implemented as a requirement (either in art. 15 or in art.

13 so as to ensure not only data but also model quality). 
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Article 13 or 15

(x)  High-risk AI systems shall make use of high quality models, that use

       relevant, justified and reasonable parameters and features and optimise

       for justified goals;

(x)  High-risk AI systems shall only be used in a different domain or

       environment where they are generalisable to such domain or environment

1.9 Accuracy, robustness and

     cybersecurity
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2.1 Missing requirements

Even with the earlier mentioned additions to the existing requirements, a number

of requirements from EGTAI are still missing from (or are only partially dealt with

in) the AIA. These are:

Human Agency (in particular the element of human autonomy)

Privacy (in particular 'private life' and 'physical and mental integrity'

Diversity, Non-Discrimination & Fairness 

Environmental & Societal Well-Being

As said, this is a missed opportunity, because many of the adverse impacts of AI

are in these specific areas. 

We make the following text proposals to include these missing requirements in

various existing requirements or as separate new requirements:

x.  High-risk AI systems shall be designed, developed and used in such a way

     that they, in light of their intended purpose and/or reasonably foreseeable

     use, do not adversely impact human autonomy, including that of affectees;

x.  High-risk AI systems shall be designed, developed and used in such a way

     that they, in light of their intended purpose and/or reasonably foreseeable

     use, do not produce discriminatory outcomes;

x.  High-risk AI systems shall be designed, developed and used in such a way

     that they, in light of their intended purpose and/or reasonably foreseeable

     use, do not adversely impact the privacy of affectees;

x.  High-risk AI systems shall be designed, developed and used in such a way

     that they, in light of their intended purpose and/or reasonably foreseeable

     use, do not adversely impact society, democracy or the rule of law;

As for environmental well-being, we argue that a the requirement should apply to

all AI systems, not only high-risk ones:

x.  All AI systems shall be designed, developed and used in such a way that

     they [do not adversely impact the environment/respect the objectives of the

     European Green Deal].
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STRENGTH OF THE
REQUIREMENTS2
The risk based approach is based on the assumption that the risks that high-risk

AI systems pose, also future ones, can be sufficiently mitigated by meeting the

requirements. While certain risks to health, safety and fundamental rights might

indeed be mitigated this way, others might not (entirely) be. To give an example, AI

biases are often not the only the result of low-quality data, lack of human oversight

or inaccuracy. The design of any artefact is in itself an accumulation of choices that

can cause biases to creep in. And even with high quality data, documentation,

human oversight, accuracy, robustness and cybersecurity, AI can still

present  discriminatory outcomes. And where it comes to less mentioned

fundamental  rights such as freedom of expression, freedom of assembly,

presumption of innocence, right of defence, right to fair trial etc., merely abiding by

the requirements of articles 9 - 15 AIA might not be enough. This chapter explores

the strength of the requirements where it comes to their ability to adequately

protect our health, safety and fundamental rights, which is the main objective of

the AIA, and proposes elements to strengthen this objective.
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The AIA is unclear as regards the situation where the requirements for high-risk AI

are not met, but also where the requirements to not mitigate the risks.

Art. 67 of the AIA deals with “compliant AI systems which present a risk”, but only

after these systems have entered the market. The potential gravity of the adverse

effects of high-risk AI, justifies a precautionary approach, rather than a post-hoc

‘reparatory’ approach. This can be arranged for by adding a specific obligation for

providers and users to articles 16 and 29 AIA.

2.2 What if the requirements do not

       mitigate the risks?

Article [16/29]

Obligations of [providers/users] of high-risk AI systems

x.  [Providers/Users] of High-Risk AI systems shall:

     (x) refrain from placing on the market or putting into service a High-Risk AI

          system that: 

          (i) is not in conformity with the requirements set out in Chapter 2 of this

              Title; or 

         (ii) poses a risk of harm to health, safety or fundamental rights despite its

              conformity with the requirements set out in Chapter 2 of this Title.

R
E
C
O
M
M
E
N
D
A
T
IO
N

The AIA could further mitigate the risks of high-risk AI by establishing a ‘fiduciary

duty’ on AI providers and users to acknowledge, anticipate and protect the

fundamental rights of those at the receiving end of the AI system. A known

characteristic of high-risk AI is the imbalance of power, knowledge, economic or

social circumstances, or age between those affected by the system and those

designing or running it (see also art. 7.2 (f) AIA). It thus makes sense to place this

special duty of care on providers and users of high-risk AI systems, where they

prioritise the interests of those affected by the AI systems even over their own

potential interests. 

Such fiduciary duty is in line with the most widely accepted contemporary theory

of justice posited by John Rawls that goods and risks should be allocated in a way

that the least advantaged members of society are better off than they would be in

any alternative arrangement. Yet, it is not only a philosophically consistent

proposal but also practical since fiduciary duties already are established legal

mechanisms, for instance where in investment decisions a fund manager needs to

act in the best interest of the pensioner or a doctor needs to act in the best interest

of a patient. The fiduciary duty is the appropriate means to remedy existing

imbalances of information and power in the application of high-risk AI systems.

Article x (new)

A fiduciary duty for providers and users of high-risk AI systems
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Providers and users of high-risk AI systems have a fiduciary duty to act in the

interest of the affectees.

2.3 A fiduciary duty for providers and users
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In line with our long advocated ‘human-in-command’ approach to AI, we strongly

recommend the AIA to arrange for certain decisions to remain the prerogative of

humans, particularly in domains where these decisions have a strong moral

component as well as legal implications or a societal impact such as in the

judiciary, law enforcement, social services, healthcare, housing, financial services,

labour relations and education.

If one takes a deeper look at the high-risk AI uses of ANNEX III, one will see that

(provided that the requirements for high-risk AI are met) we accept  AI to 

potentially replace critical human decision making in law enforcement, the

judiciary, enjoyment of essential public and private services, migration and asylum,

recruitment, hiring, firing and worker-assessment, education and democratic

processes. Most AI is technically incapable of making any of these decisions at a

human level and it is questionable if it is even desirable. Ultimately, not all

decisions can or should be simplified to ‘ones and zero’s’.

We propose the AIA to arrange for certain decisions to remain the ultimate

prerogative of humans, particularly in domains where these decisions have

potentially severe legal implications (such as in the judiciary, law enforcement,

social services, healthcare, housing, financial services, labor relations and

education). 
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2.5 Self-assessment versus third-party     

      assessment

The AIA contains a complex accountability structure with a lot of text on third

party conformity assessments by notified bodies, while only biometric recognition

and categorisation  outside law enforcement are subject to third party prior

conformity assessment. Prior conformity of all other standalone high-risk AI on

ANNEX III are self-assessed. The complexity of the AIA and the requirements runs

the risk of this process being reduced to check lists where a simple ‘yes’ or ‘no’

would suffice to meet the requirements. This would make the AIA fail to achieve its

initial objectives of promoting and driving innovation of AI that is trustworthy and

in line with our fundamental rights and Union values.

R
E
CWe recommend to amend art. 43(1) so as to ensure that all high-risk AI systems

to be third-party assessed.

2.4 The prerogative of human decision

       making

2.6 Future proofing the requirements

Given the fast pace in which AI develops, the option of adding new requirements

might be necessary to future proof the AIA. This could be done by delegated acts,

but it is necessary to involve relevant expertise and stakeholders in this process.  
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