


 

GPAI Code of Practice 
The GPAI Code of Practice (COP) is designed to support compliance with the AI 
Act obligations for providers of General-Purpose AI models (GPAI), as well as 
providers of General-Purpose AI models with systemic risk (GPAISR). These 
obligations came into force on August 2, 2025. Importantly, the COP is a 
voluntary instrument. Whilst it is not legally binding it serves as the default and 
straightforward means for demonstrating compliance with the AI Act’s 
requirements for GPAI providers.  

GPAI Code of Practice Structure 
 
The COP is divided into three sections:  
 
1. Transparency 
2. Copyright 
3. Safety and Security 
 
The Transparency and Copyright sections apply to all GPAI providers. The Safety 
and Security section is specifically targeted for providers of GPAI models with 
systemic risk. At ALLAI, we actively contributed to the development of the Safety 
and Security section through participation in multiple consultations as well as 
contributions to working groups, where Catelijne Muller, selected expert to the 
COP development process, presented our insights on multiple occasions. Our 
focus was on ensuring that the COP aligns with the pillars of trustworthy AI 
(lawfulness, ethical alignment and robustness) and, particularly, that the Safety 
and Security section accurately reflects the AI Act's emphasis on safeguarding 
health, safety and fundamental rights as a core elements of systemic risk 
avoidance and mitigation. Emerging best practices in the field of AI safety and 
security often lack these elements or approach them from a merely technical 
perspective, while a translatory approach is needed to bridge technical, ethical, 
legal and social implications of GPAI. 
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Signatories and their advantages 
 
Singing the COP offers advantages. Signatories are likely to face fewer audits, 
reduced regulatory friction, and streamlined information requests. In contrast, 
non-signatories must rely on alternative pathways to demonstrate compliance, 
including gap analyses, independent evaluations, and extensive documentation 
which can result in greater regulatory scrutiny and higher administrative burden.  
 
As of writing, notable signatories of the COP include Amazon, Anthropic, Google, 
Microsoft, Mistral AI, and OpenAI. Xia has signed on to the Safety and Security 
section only, which means it must demonstrate compliance with the AI Act’s 
transparency and copyright obligations through alternative measures previously 
outlined. In contrast, Meta has declined to sign the COP, citing concerns that 
participation could negatively impact AI innovation in Europe. Our President, 
Catelijne Muller, has publicly addressed these claims. 
 

COP Safety and Security 
Section 
 
As stated, our focus at ALLAI was on the Safety and Security section, which 
outlines the core requirements that providers of GPAI models with systemic risks 
should identify, assess, and mitigate risks throughout a model’s lifecycle. Briefly, 
the key elements of the Safety and Security Section are as follows.  
 
Signatories commit to creating, implementing, and updating a state-of-the-art 
Safety and Security Framework (also referred to as the ‘Framework’). The 
purpose of the Framework is to outline the systemic risk management processes 
and measures that Signatories implement to ensure the systemic risks stemming 
from their models are deemed ‘acceptable’.  
 
To this end, signatories commit to developing the Framework through a 
structured approach to risk management. For each major decision, such as the 
release of a new model or conducting a large-scale training run, providers are 
expected to follow a multi-step process:  
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• Identification: Signatories must identify potential systemic risks arising from 

the model. Systemic risk identification involves compiling a list of risks based 
on the Types of Risks outlined in Appendix 1.1. These include risks to public 
health, safety, public security, fundamental rights, and societal well-being. 
Examples range from risks of major accidents and threats to critical sectors to 
potential harms to democratic processes. Appendix 1.4 identifies four 
categories of systemic risks that require particular attention: CBRN (chemical, 
biological, radiological, nuclear) risks, loss of control, cyber offense 
capabilities, and harmful manipulation. For each systemic risk identified, 
signatories are required to develop risk scenarios to anticipate how such risks 
could manifest in real-world settings and inform subsequent mitigation 
strategies. 

 
• Analysis: Each identified risk must be analysed. To this end, the COP outlines 

methodologies including model evaluations, gathering model-independent 
information, modelling the systemic risk, estimating the systemic risk, and 
conducting post-market monitoring to be implemented. 

 
• Determination: Signatories must assess whether the identified systemic 

risks are ‘acceptable’ before proceeding with deployment. Based on this 
assessment, they commit to making a decision on whether to continue 
development, make the model available on the market, and/or use the model. 

 
• Safety and Security Mitigation: If the systemic risks are deemed 

‘unacceptable’, signatories must implement appropriate safety mitigations 
across the model lifecycle. These mitigations must ensure that any systemic 
risks posed by the model are brought to an ‘acceptable’ level before any 
progression.  Appropriate safety mitigation can include filtering and cleaning 
training data, achieving transparency into chain-of-thought reasoning, or 
staging the access to the model. Appropriate security mitigations will depend 
on the specified ‘Security Goal’ but include reduction of the risk of 
vulnerability exploitation, the prevention of unauthorised network access, and 
the protection of unreleased model parameters, and the protection against 
insider threats. 

 
 



 
 

 
 
The Safety and Security section outlines a range of other important commitments 
and measures. Most notably, signatories must submit a Safety and Security 
Model Report (‘Model Report’) to the AI Office before placing a model on the 
market. This report will detail the model’s characteristics as well as the systemic 
risk assessment and mitigation processes applied.  
 
The COP also establishes specific incident reporting timelines. For example, if a 
model causes or is reasonably suspected to have caused a serious disruption to 
the operation of critical infrastructure, signatories must report this within 2 days 
of becoming aware. In cases involving serious harm to a person’s health, 
violations of fundamental rights, or serious damage to property or the 
environment, the reporting deadline is 15 days from when the signatory becomes 
aware of the model’s involvement. 

 

Strengths, Weaknesses 
and Concerns 
In this section, we present the key strengths and shortcomings identified in the 
content of the COP, the process through which it was developed, and the ways 
in which these factors are likely to shape the future of GPAI safety, security, and 
the protection of fundamental rights in the EU. The COP is a living instrument that  
is meant to evolve in response to technological progress and (major) incidents 
hence our input remains valid for future iterations of the COP. 

Strengths 

• A core strength of the COP lies in its representation of a broader positive 
development in the AI landscape. Becoming a signatory of the COP allows 
providers to signal leadership and alignment with higher standards and 
commitments to responsible AI development, which we believe will foster 
consumer trust. As such, the COP can incentivize the market to build better 
products, that value safety, security, and fundamental rights protections as a 
competitive advantage rather than a compliance obligation making signatory 
status a potential competitive differentiator.  
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In addition, this shift can spark sustained investment into broader AI 
governance and safety infrastructures, research, and methodologies. We see 
this attitude embedded in the COP’s internal governance commitments. 
Signatories are required to define responsibilities for managing systemic risks 
across all levels of the organisation, allocate sufficient resources for this, and 
foster a strong internal risk culture.  

• The final version of the COP addresses our longstanding concerns regarding 
the taxonomy of systemic risks, particularly the underrepresentation of 
fundamental rights impacts as systemic risks. We advocated for a broader 
approach aligned with the AI Act and the EU’s emphasis on the protection of 
fundamental rights, by emphasizing that virtually all fundamental rights can 
become vulnerable when using GPAISR. Notably, the final text removes the 
problematic distinction between ‘Selected’ and ‘Other’ systemic risks and no 
longer treats fundamental rights risks as secondary. Fundamental rights are 
now integrated into systemic risk identification and assessment.  
 

• We were happy to see that the COP’s introduction of an ‘unacceptable risk’ 
threshold was omitted. Under earlier drafts, intervention was only 
recommended if a model was projected to reach this threshold and no 
effective mitigations existed. This set the bar for harm too high, allowing 
potentially dangerous models to advance before action was taken. We argued 
this undermined the Precautionary Principle set out in the COP’s recitals, but 
also that in principle, a systemic risk should not be considered acceptable at 
all. Introducing a distinction between acceptable and unacceptable systemic 
risks assumes that some systemic risks are acceptable, which we find 
concerning. It also leaves the determination what what is acceptable and 
unacceptable up to the GPAISR provider, which is concerning.  
 

• We previously raised concerns about the COP’s vague references to ‘best-in-
class evaluations’ and ‘state-of-the-art’ techniques, which lacked clear 
guidance, methodologies, benchmarks or frameworks. Whilst this reflects a 
broader gap in safety research relative to the pace of GPAI development, the 
final COP demonstrates progress. It better articulates the need for rigorous 
evaluations, referencing practices like model elicitation, analysis of 
specifications and activations, and use of prior evaluation results.  



 
 

 

 

It additionally demonstrates a more nuanced understanding of model 
propensities, affordances, and capabilities as key factors in assessing 
systemic risk.  

• We view the COP’s approach to AI safety techniques, assessments, and 
evaluations positively, particularly in how it promotes a Principle of 
Cooperation in the recitals. Signatories recognize that safe and secure 
GPAISR models require collaboration not only with licencees and 
downstream modifiers and providers, but notably also with expert or lay 
representatives of civil society, academia and other relevant stakeholder in 
understanding the model effects. We have long been advocating for such 
multi-disciplinary and collaborative approach of AI, throughout its entire 
lifecycle.  
 

• Finally, The COP includes a public transparency requirement, asking 
signatories to publish Framework and Model Reports. However, these 
publications may include redactions or only high-level summaries, which 
raises questions about how much meaningful transparency this will actually 
deliver. While we remain cautious about the potential limitations, we 
welcome the broader incentive this creates by encouraging companies to 
treat safety and security as public-facing commitments not just internal 
compliance exercises. 

Weaknesses and Concerns 

While taking a number of positive steps towards trustworthy development and 
use of GPAI in the EU, we believe that the COP still presents some notable 
weaknesses raising concerns. 

• We remain critically concerned with the COP’s introduction of ‘systemic risk 
tiers’ and ‘acceptable’ systemic risks (Commitment 4). This framing and 
use of language could foster a dangerous narrative that some level of systemic 
risk is indeed acceptable/tolerable. We maintain the position that all systemic 
risks are inherently unacceptable. Here we believe the COP goes beyond the 
AI Act’s objectives and introduces new GPAI categories: GPAI with several 
tiers of ‘acceptable’ systemic risks.  



 
 

 

This could potentially create serious regulatory and compliance loopholes. 
Moreover, the delineation of risk tiers and acceptance criteria lies in the hands 
of the GPAI provider, which we find unacceptable. Systemic risks are risks to 
our social fabric, our general safety, our democracies, our futures. Risks that 
our laws and values, through our governments and judiciaries, protect 
against. Risks, the acceptability of which, should not be determined by 
commercial actors.    

Especially not by commercial actors who already have taken up a far too 
important and influential role in our societies. We have serious concerns of 
the ‘sliding scale effect’ of introducing the concept of ‘systemic risk 
acceptability’ and leaving its determination in the hands of these actors, who 
have not shown much concern for the serious and disrupting effects of their 
systems in the first place.  

We fail to see in which situations it would be acceptable to release a GPAI 
model that has shown the ability to ease the development of CBRN materials, 
to harmfully manipulate and deceive, to evade human control, to scale 
discrimination, or to enable large scale cyber-attacks, to name but a few 
systemic risks, should be released, other than for purely commercial reasons.  

Now that the concept is included and GPAISR providers must justify why they 
deem a given systemic risk acceptable, we also urge that GPAISR providers 
demonstrate which public benefit such GPAISR model serves, and motivate 
their decision to release the model despite the systemic risk it presents.  

Ideally, a next iteration of the COP takes a conceptual and terminological shift 
to align it more clearly with the Precautionary Principle and the safeguarding 
of EU values. 

• We hence also reiterate our stance that the COP reflects a weakened 
interpretation of the Precautionary Principle, despite it being included in 
the Recitals as a principle signatories are expected to uphold. Importantly, the 
COP does not require model-specific reporting before deployment, allowing 
highly capable and potentially risky models to be released with little oversight 
beyond notifying the AI Office of training runs.  

 



 
 

 

 

Additionally, we highlight the systemic risks posed by highly capable models 
used internally within labs or organisations. These risks can ‘escape’ through 
model leaks, insider misuse, inadequate safety protocols, or development 
environments that fail to account for real-world consequences due to overly 
narrow testing or flawed assumptions. 

• The COP introduces a requirement for independent external evaluations by 
qualified parties, in accordance with Appendix 3, which is positive. However, 
key exceptions allow signatories to bypass this requirement by declaring a 
model is ‘similarly safe’ to others already on the market or by citing the 
unavailability of suitable evaluators. We deem such exception to be 
problematic because that even models with similar architectures can pose 
differing systemic risks depending on how, where, and by whom they are used. 
 

• The AI Office Guidelines on the scope of obligations for providers of general-
purpose AI models under the AI Act were released in time for the enforcement 
of GPAI obligations on August 2nd, 2025. When read alongside the COP, we 
note that the Guidelines introduce a presumption of systemic risk for GPAI 
models trained using ≥10²⁵ FLOP. We see this as a potentially narrow and 
increasingly outdated metric, as advancements in model architecture, 
training methods, and algorithmic efficiency can enable high-capability 
models below this threshold. As a result, relying on FLOP overlooks smaller 
but optimised models that may still pose systemic risks. For example, a 
model trained with 10²⁴ FLOP could present systemic risks if fine-tuned for 
harmful purposes, such as generating manipulative content at scale. We see 
this as important from a future-proof perspective as new AI paradigms may 
gain traction, especially as scaling laws become imperfect proxies for model 
capabilities.  As such, we emphasise the need for regular updates to the COP 
to keep pace with rapid technical developments and take account of emerging 
risks. 
 

• Finally, like many other organisations, we have been taking issue with the COP 
drafting process. The process was promoted as inclusive, involving 
contributions from over a thousand stakeholders from academia, civil society, 
EU member state representatives, international observers and industry over 
several months.  



 
 

 

However, the final COP reflects limited incorporation of perspectives beyond 
industry. This became especially evident during the final stages, where a 
limited number of rounds of open stakeholder feedback was followed by 
multiple closed-door workshops with GPAI providers. As a result, we see the 
COP leaning heavily on existing industry practices, placing responsibility for 
systemic risk identification, thresholds, and assessment milestones largely in 
the hands of GPAI providers themselves. Indeed, the Framework and Model 
Reports effectively formalise existing industry practices including Anthropic's 
Responsible Scaling Policies, OpenAI's Preparedness Framework and Google 
DeepMind’s Frontier Safety Framework. As such, we align our view amongst 
the broader civil society consensus that this first version of the COP does not 
sufficiently protect border interests beyond industry priorities but that 
improvements can be made through next iterations. 

Conclusion 
To conclude, we view the COP as a broadly positive step forward in ensuring 
AI safety in the EU and in advancing the practical implementation of the AI Act. 
Its long-term impact will depend on how rigorously signatories uphold their 
commitments and whether additional GPAI model providers join.  

Looking ahead, the EU AI Office will have the authority to monitor the market, 
request information, and initiate investigations. However, the AI Office’s 
enforcement actions will only begin in a year’s time to give GPAI model 
providers time to comply appropriately. We see an additional grace period for 
models released before August 2, 2025 whereby providers have until August 
2, 2027 to bring them into compliance. 

 

 
 
 

 

4 



 
 



 
 

 


