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Key Insights and Recommendations 
The AI Omnibus introduces significant structural changes, which amount to deregulation 
and weakening of the AI Act’s protective goals. The proposal comes at a crucial moment in 
time, where we are witnessing a rapidly changing global order. The proposal also comes at a 
moment where a large part of the AI Act has not entered into force yet. ALLAI would like to 
express a number of serious concerns and provide some recommendations on how to 
support and improve application of the AI Act, for all actors, public and private, large and 
small. 

1.  Simplification is not the correct route 
• The AI Omnibus contradicts the principle that clear, consistent, and enforceable rules 

enable - rather than hinder - AI innovation and competition. 
• Europe’s human-centric, trustworthy AI model relies on legal certainty, strong 

safeguards, and shared accountability, all of which the AI Omnibus risks 
undermining. 

• Rising political radicalization, even in strong democracies like the US, combined with 
invasive AI technologies, threatens human rights, democracy, and the rule of law. 

• The AI Act is not only a regulatory framework but a geopolitical tool - essential for 
protecting the EU from radical AI uses and countering trade-war pressures. 

• Labelling simplification as “regulatory privileges” weakens the EU’s regulatory 
credibility, consistency, and legal certainty. 
 

2.  Delay of entry into force of key obligations for high risk AI and generative AI 
• We argue that there is currently no evidence of any experienced heavier compliance 

burden with AI providers, making such burden more perceived than factual. 
• Linking legal obligations to standards or technical support tools risks discouraging 

proactive compliance, delaying safety-by-design and AI innovation, as providers may 
wait for standards before acting at all. 

• By pushing back the date of application in Article 113, the AI Omnibus simultaneously 
extends the window for providers to place non-compliant high risk AI systems on the 
market that remain outside the scope of full regulatory oversight, potentially 
indefinitely1.  

 
 

 
1 See footnote 2 
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• Introducing a grace period for generative AI output labelling until 2027 delays 

essential transparency safeguards at a time of growing misinformation and 
manipulation risks. 
 

3.  Regulatory privileges for SMCs 
• The AI Omnibus weakens the AI Act by extending SME-style regulatory privileges to 

“Small Mid-Caps,” eSectively applying lighter obligations to nearly 99% of EU 
companies. 

• Tying compliance to company size rather than risk is flawed: high-risk AI harms 
citizens equally regardless of the provider, and this approach entrenches sub-
standard compliance across most AI systems. 
 

4. Weakened AI literacy 
• AI literacy is a core safeguard against untrustworthy AI, reducing bias, safety, and 

security risks while ensuring compliance is meaningful rather than a box-ticking 
exercise. 

• Downgrading AI literacy from a binding requirement for AI providers to a mere policy 
objective creates accountability gaps, weakens enforceability, and undermines the 
EU’s regulatory credibility; it must remain a shared responsibility across the AI value 
chain. 
 

5.  Introduction of a legal basis for the use of special categories of personal data 
• Framing bias mitigation as a trade-oS between privacy and non-discrimination is a 

false dichotomy; unbiased AI should be designed without the need of infringing 
privacy; if this is impossible, such a system should not be used in sensitive domains. 

• Article 4a broadens obligations to all AI systems but weakens safeguards, thus 
significantly lowering the standard for processing special categories of personal data. 

• While well-intended, Article 4a risks misuse of special categories of personal data 
under the guise of bias mitigation. 
 

6. Complication of fundamental rights protectors rights execution 
• Removing direct access of fundamental rights authorities to documentation about AI 

systems threatens their independence and statutory powers and undermines 
fundamental rights protection. 

• The role of Market Surveillance Authorities as ‘intermediate’ actors in this matter 
establishes an undesirable hierarchy and puts an extra burden on already under-
resourced organisations. 
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7.  AI Regulatory Sandboxes 
• While ALLAI remains opposed to simplification of the AI Act, we have no objections 

against the amendments proposed regarding AI regulatory sandboxes.  
 

8.  No more registration of exempted (Article 6(3)) high risk AI systems  
• EU Regulatory Sandbox pilots show that categorization under the AI Act - including 

correct application of Article 6(3) exemptions - is a regulatory challenge encountered 
broadly, highlighting the risk of misapplication of the exemptions of Article 6(3) AI Act. 

• Removing the registration requirement for high risk AI systems self-assessed as non-
high-risk weakens scrutiny, making it harder for authorities, researchers, and civil 
society to detect misclassification of unsafe AI. 

• Registration imposes minimal burden, as AI providers must document their Article 
6(3) exemption assessment anyway.  
 

9.  Recommendations to eNectively support AI Act application  
• Provide targeted support for SMEs and SMCs, sector-specific guidance, explanatory 

materials, and standardised compliance tools to translate legal requirements into 
operational practice. 

• Leverage Horizon Europe and similar initiatives to develop conformity assessment 
tools, open-source compliance components, skills development, and practical risk 
management frameworks. 

• Leverage AI regulatory sandboxes to allow supervised experimentation, to foster trust, 
support regulatory learning, and advance legal certainty. 

• Align and leverage the EU AI Ecosystem’s knowledge base and technical 
infrastructure to facilitate practical compliance, proving innovation and regulatory 
standards can coexist without diluting the AI Act. 
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Introduction 
The adoption of the AI Act marked a defining moment in the European Union’s approach to 
artificial intelligence governance, establishing a risk-based regulatory framework grounded 
in fundamental rights, legal certainty, and trust. Through the AI Omnibus proposal, the 
Commission now aims to ‘simplify’ the regulatory landscape in order to facilitate 
implementation, enhance competitiveness, and support innovation. While ALLAI recognises 
the importance of regulatory clarity and operational feasibility, we argue that “simplification” 
or handing out so-called “regulatory privileges” is not the right approach.  

The AI Act is grounded in a risk-based framework and anchored in the EU Charter of 
Fundamental Rights. Several core obligations under that framework, in particular those 
applicable to high-risk AI systems, have not yet entered into application. While measures 
that enhance coherence and usability are essential for the AI Act’s eSective application 
across the Union, the AI Omnibus introduces significant structural changes, which amount 
to deregulation and weakening of the AI Act’s protective goals, including the delay of high-
risk obligations (which ties legal deadlines to the availability of technical standards) and the 
extension of simplified compliance regimes to "Small Mid-Cap" companies (“SMCs”). 
Furthermore, the reallocation of responsibilities for AI literacy from private actors to public 
authorities, together with the introduction of a specific legal basis allowing the processing 
of special categories of personal data for the purposes of bias detection and mitigation, 
signals a departure from the original safety-by-design logic. Moreover, removing registration 
obligations will take away the ability to eSectively scrutinize (potentially) harmful AI systems 
that operate throughout the Union. Taken together, these changes do not (merely) streamline 
procedures; they reshape the allocation of risk and responsibility within the European AI 
ecosystem.  

The fact that the AI Omnibus describes many of these changes as “regulatory privileges”, 
undermines the credibility of the Union’s approach to AI governance and its role as a serious 
regulator in general, which depends on maintaining a consistent regulatory strategy. 
Opening up this strategy to the possibility of receiving “regulatory privileges” will create an 
environment where regulation becomes volatile, and regulatory certainty vanishes.  

Moreover, ALLAI strongly opposes the statement in the AI Omnibus that it is not expected to 
modify the impact of the AI Act on fundamental rights, because its targeted nature does not 
aSect the scope of AI systems or their substantive requirements. As we will argue in this 
paper, even procedural amendments can have a profound eSect on the level of protection 
of fundamental rights.   
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ALLAI does welcome the further measures to facilitate compliance, such as guidance and 
practical pathways to apply the AI Act, that were announced in the AI Omnibus. Having been 
working at the intersection of AI development and legal compliance for many years now, 
ALLAI has witnessed first hand that regulatory guidance, including the addressing of 
misconceptions about perceived complexity and burdens the AI Act would lay upon 
companies. It is hence unfortunate that the AI Omnibus proposes to weaken the AI literacy 
obligation into a mere ‘intention’ by Member States.  

This policy brief sets out ALLAI’s views on the most striking proposed amendments to the AI 
Act. The response examines the most significant elements of the AI Omnibus and concludes 
with recommendations on how the EU can strengthen regulatory eSectiveness, fostering 
trust, and supporting the Union’s long-term competitiveness in artificial intelligence, while 
preserving the substantive safeguards established by the AI Act. 

It starts however with explaining why simplification is not the correct route to take, both from 
an competitiveness and innovation perspective as well as from the perspective of the rapidly 
changing global order. 

1. Regulatory Simplification and Privileges - Not the Correct Route 
The proposed simplification of the AI Act (and related regulatory instruments), including so-
called “regulatory privileges” does not facilitate implementation, nor does it increase 
competitiveness or support innovation. The AI Act’s primary objective is to protect the EU’s 
citizens’ health, safety and fundamental rights against ill eSects of AI. Core obligations of the 
AI Act, and particularly those applicable to high risk AI systems have not yet entered into 
force and the AI Omnibus proposal risks weakening the AI Act’s protective architecture at the 
moment when it has not even had the opportunity to operate in practice. Simplification 
eSorts that delay, dilute or reallocate core obligations undermine legal certainty, investor 
confidence and public trust thereby jeopardizing the very objective of enabling AI innovation 
and competition.  

The AI Omnibus proposal goes against a central premise: innovation and competition in AI is 
enabled, not hindered, by clear, consistent, and enforceable rules. The European model of 
trustworthy, human-centric AI depends on legal predictability, robust safeguards, and 
shared accountability across the AI value chain. Measures that delay the application of high-
risk obligations, dilute responsibilities under the banner of proportionality, or shift 
enforceable duties into non-binding policy aspirations risk undermining this foundation. 
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Perhaps more importantly though, we argue against any “simplification of” or “regulatory 
privileges under” the AI Act and related instruments, because of the rapidly changing global 
order. We are witnessing a strong shift towards ever more radical governments and 
government actions, even in seemingly strong democracies such as the US. This 
radicalization goes hand in hand with the use of invasive technologies such as AI, posing a 
serious threat to our human rights, democracy and the rule of law. Democracy is only a 
fragile shield and it could take only one electoral cycle to remove that shield. The AI Act 
provides a crucial line of defence against undemocratic forces exploiting the technology for 
suppression and surveillance. Hence, the AI Act is not just an EU regulatory instrument, but 
also a geopolitical tool that can and should be used. First and foremost to protect the EU 
against any such radical technology use spreading to Europe. Secondly, as a 
countermeasure against ‘trade war’ threats. The EU’s strength lies in it not bending the knee 
towards overseas tech demands but rather in countering them. At this point in history, the 
EU should not weaken its digital rules, but use them as leverage against US (and other large 
countries’) big tech companies. This will at the same time help whine the EU oS from its 
dependency on these actors and drive the EU’s digital sovereignty. 

2.  Delay of Entry into Force of High-risk AI and Generative AI 
Systems Obligations 

The Digital Omnibus on AI introduces significant changes to the implementation timelines 
of the AI Act, primarily by moving away from the fixed calendar dates to a timeline linked to 
the availability of compliance support tools. These changes aim to address delays in 
standardization and the establishment of national governance frameworks, which, 
according to the AI Omnibus, supposedly have created a compliance burden heavier than 
expected.2  

The most significant change is the amendment of Article 113, that decouples the entry into 
application of high-risk rules from the original fixed calendar and instead links it to the 
availability of essential support tools. Under the proposed amendment, the obligations for 
high-risk AI systems will only start to apply after the Commission issues a formal decision 
confirming that harmonized standards, common specifications, or specific guidelines are 
suSiciently mature to facilitate compliance. 

 
 

 
2 Recital 2 AI Omnibus 
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The proposal establishes a tiered delay with the following dates: 
• Annex III High-Risk Systems (e.g., biometrics, employment, education): Rules will apply 

6 months after a Commission decision on standards, but no later than December 2, 
2027. 

• Annex I High-Risk Systems (Regulated Products, e.g., medical devices): Rules will apply 
12 months after the decision, or by August 2, 2028, at the latest. 

Additionally, Article 111 is amended to synchronise the “grandfathering” clause of existing 
systems with the delayed application date established in Article 113: 
• Article 111(2) is replaced to ensure that the regulation applies to high-risk AI systems 

placed on the market or put into service before the new dates of application only if they 
undergo "significant changes in their designs" after those specific dates. This prevents 
a situation where the original "grandfathering" window would close before the new 
technical requirements have even entered into force. 

• Crucially, the Omnibus maintains a strict compliance mandate for the public sector. 
Regardless of the general delays triggered by Article 113, providers and deployers of 
high-risk systems intended for use by public authorities must take all necessary steps 
to comply with the Regulation by August 2, 2030. 

• The Omnibus introduces a specific six-month transitional period for providers of AI 
systems generating synthetic content (pursuant to Article 50(2)) that were placed on the 
market prior to August 2, 2026. This eSectively extends their compliance deadline for 
marking and detection obligations until February 2, 2027. 
 

The Risks of Postponing High-Risk AI Systems Obligations 

We argue that there is currently no evidence of any experienced heavier compliance burden 
with AI providers, making such burden more perceived than factual. In fact, when speaking 
with AI providers that ALLAI works with in various AI projects, they seem to characterize the 
AI Act’s obligations as logical and in fact necessary conditions for quality AI systems. 

By delaying the application of binding requirements until the availability of harmonised 
standards or other implementation tools, the AI Omnibus not only tries to address a 
potentially non-existent problem, but introduces the risk of a governance vacuum. Under the 
original AI Act, high risk systems are subject to mandatory requirements specifically 
because of the severity of the risks they pose to health, safety and fundamental rights. These 
risks do not diminish simply because technical or standardization processes are delayed.  
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The amendments to Article 113, which allows for a tiered delay until at least December 2027 
or August 2028, create a period where high risk AI may be deployed without the essential 
safeguards envisioned by the legislators. Linking legal obligations to technical support tools 
could not only disincentivize proactive compliance, but also delay innovation eSorts. 
Instead of investing in safety-by-design today, developers could be inclined to wait for the 
European Commission’s formal decision on standards, eroding the regulatory predictability 
that was a key innovation strength of the original framework.  

The problem of this implementation delay is compounded by the proposed related changes 
to Article 111. The AI Omnibus updates the “grandfathering” clause to ensure that (many) AI 
systems already on the market before the new delayed dates remain exempt from the AI Act 
unless they undergo “significant changes to their designs”. By pushing back the date of 
application in Article 113, the AI Omnibus simultaneously extends the window for providers 
to place non-compliant AI systems on the market. This could lead to a surge of legacy 
systems that remain outside the scope of full regulatory oversight, potentially indefinitely3.  

We maintain that trust is the essential infrastructure of the European AI market. Rolling back 
these obligations jeopardizes the investments made (and to be made) under the Apply AI 
Strategy and related initiatives. If the EU is perceived as unable to maintain a consistent 
rules-based framework, it will weaken our global reputation as a capable regulator and 
undermine the guardrails we have worked so hard to establish. Clear, well-enforced rules 
provide the stability essential for innovation to thrive; simplification or deregulation, by 
contrast, risks stifling innovation as well as a race to the bottom that benefits neither 
industry nor the citizens. 

Generative AI Output Labelling 

Perhaps one of the most worrisome additions to the AI Act is the grace period for labelling 
obligations of generative AI output for systems already on the market before August 2, 2025 
(Articles 50(2) and 111) to February 2027. In a world where governments have less and less 
problems lying and spreading fake information to their citizens, facts and correct information 
are crucial to uphold democracy and sustain a thriving society. Unfortunately, with the rapid 
spread of AI generated content, it is becoming virtually impossible to distinguish real from 
fake information in audio, video and text alike.  

 

 
3 “Design” is not defined in the AI Act, but from a technological point of view, the design phase usually precedes the technical phase and 
often consists of a ‘pen and paper’ exercise to illustrate an AI idea that is then used to guide the (technical) development phase. From 
this perspective, while the design might alter during the development phase to better serve the ultimate result, once the system is 
finished, the design will not likely change significantly after that. 
(see also: https://allai.nl/wp-content/uploads/2022/03/AIA-in-depth-Objective-Scope-and-Definition.pdf) 

https://allai.nl/wp-content/uploads/2022/03/AIA-in-depth-Objective-Scope-and-Definition.pdf
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That is not to say the boost that generative AI has given to manipulative and coercive 
practices. Guidance for labelling such content is well underway and will provide suSicient 
and timely guidance.  

3. The Extension of “Regulatory Privileges” to Small Midcaps 
The AI Omnibus introduces a significant weakening of the AI Act by significantly expanding 
framework of less stringent obligations for SMEs to the new category of “Small Mid-caps” 
(SMC) (Article 3), eSectively extending the regulatory privileges and administrative 
simplifications, previously reserved for SMEs and start-ups, to almost 99% of all  EU 
Companies.4  

ALLAI argues that linking compliance levels to the size of the AI provider creates a dangerous 
disconnect between regulatory scrutiny and the actual risk of harm. A biased recruitment 
system or a flawed credit-scoring tool poses an identical threat to citizens' rights whether it 
is produced by a start-up or a multinational. Given that SMEs and SMCs account for 
approximately 99% of businesses in the Union, any such linkage entrenches a sub-standard 
compliance regime across the vast majority of AI systems on the Union market. We strongly 
opposed this linkage for SMEs to be included in the AI Act, and now strongly oppose the 
extension to SMCs. Below we explain in detail why.  

Simplified Technical Documentation (Article 11) and QMS (Articles 17 and 63) 

The AI Omnibus proposes to extend use of the "simplified technical documentation form” 
and the “regulatory privilege” that the Quality Management System takes into account the 
size of the organisation to SMCs.  

While these privileges were designed to demonstrate the conformity of high-risk systems 
and manage their quality with less scrutiny than required for larger market actors, the AI 
Omnibus now extends them to de facto large market actors. SMC’s are not just "large SMEs". 
They are substantial market actors with turnovers of up to €150 million.  

We emphasize that technical documentation is the primary evidentiary tool for market 
surveillance authorities to assess compliance. If such documentation is limited or provides 
less rigorous information, it complicates market surveillance authorities’ work.  

 
4 The category of small mid-cap enterprises is made up of enterprises which are not small and medium-sized enterprises in accordance 
with Recommendation 2003/361/EC, employ fewer than 750 persons and have an annual turnover not exceeding EUR 150 million or an 
annual balance sheet total not exceeding EUR 129 million.    https://single-market-
economy.ec.europa.eu/document/download/58fb9167-2598-4d53-8478-43b5b68b2b6f_en?filename=Recommendation%20-
%20Small%20mid-caps%20%28Annex%29.pdf  

https://single-market-economy.ec.europa.eu/document/download/58fb9167-2598-4d53-8478-43b5b68b2b6f_en?filename=Recommendation%20-%20Small%20mid-caps%20%28Annex%29.pdf
https://single-market-economy.ec.europa.eu/document/download/58fb9167-2598-4d53-8478-43b5b68b2b6f_en?filename=Recommendation%20-%20Small%20mid-caps%20%28Annex%29.pdf
https://single-market-economy.ec.europa.eu/document/download/58fb9167-2598-4d53-8478-43b5b68b2b6f_en?filename=Recommendation%20-%20Small%20mid-caps%20%28Annex%29.pdf
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Moreover, quality management of AI systems is crucial, as their quality is known to reduce 
over time. Also, it can be expected from public and private actors that they document 
technical developments of their AI systems as well as monitor their quality over time as part 
of their usual operations, especially those that are of the size of SMCs.  

Calibrated Penalties (Article 99) 

When determining the amount of a fine, national authorities must now not only give due 
regard to the size, annual turnover, and market share of SMEs and startups, but also of 
SMCs. By doing so only for a tiny portion of EU actors the fine shall be up to the percentage 
or amounts referred to in the general penalty tiers (where the fine is fixed or a percentage of 
the worldwide annual turnover, whichever is higher). For the majority of actors, the fine will 
be a percentage of the annual turnover if it is lower than the fixed amount. 

Granting SMCs the same "lower-cap" protection as SMEs and startups risks decoupling the 
deterrent eSect of penalties from the scale of the potential harm. A fine that is proportionate 
to a company's headcount but negligible relative to its high turnover may fail to incentivize 
the rigorous safety investments required for high-risk AI. For SMCs, the enforcement 
framework must ensure that the financial consequences of non-compliance remain 
significant enough to protect fundamental rights and maintain market trust. 

Preferential Support and Guidance (Articles 70) 

The AI Omnibus proposes that national competent authorities and the AI OSice must 
prioritize the specific interests and needs of SMEs and SMCs when providing advice, 
developing codes of conduct, and issuing implementation guidelines. These proposed 
amendments could help ease implementation and compliance without necessitating a 
revision of core obligations. The amendment to Article 70(8), for example, mandates that 
national competent authorities provide the specialized advisory support required to ensure 
a predictable and transparent compliance process.  

Preferential Treatment in Codes of Conduct (Articles 95 and 96) 

The AI Omnibus also proposes amendments to Articles 95 and 96, requiring that specific 
interests and operational constraints of not only SMEs and startups but also SMCs are 
integrated into the codes of conduct and implementation guidelines that govern the 
practical application of the AI Act.  

 



 

  
12 

 

 

 

 

Having been involved in the development of the GPAI Code of Practice, we warn that this 
could open the door to yet another round of push for more “regulatory privileges” and risks a 
continued hollowing out of the AI Acts protections.  

ALLAI, we support specialized guidance and procedural support over the fragmentation of 
legal obligations, also through codes of conduct/practice and guidelines, as the only viable 
path to ensuring both long-term global competitiveness and the protection of fundamental 
rights. 

4. AI Literacy - Redistribution of Responsibilities 
The AI Omnibus proposes a significant shift in the approach to AI Literacy, specifically by 
amending Article 4 of the AI Act. This article originally established a clear mandate for all 
providers and deployers of AI systems to ensure that their staS and personnel possess a 
suSicient level of AI literacy, taking into account their technical knowledge, experience, and 
the context in which the AI systems are to be used.5 

The proposed amendment removes the explicit obligation and redistributes the 
responsibility, placing only an obligation on the European Commission and the Member 
States to "encourage and promote the development of a su7icient level of AI literacy." This 
reduces literacy from a legal compliance requirement for AI providers and deployers to a 
non-binding incentive. 

Preserving AI Literacy as a Safeguard 

ALLAI expresses serious concern regarding the proposed reallocation of responsibility for AI 
literacy. A suSicient level of AI literacy is the primary safeguard against harm resulting from 
untrustworthy AI development or use. AI literacy, which involves not only engineering 
expertise but also a profound understanding of the broader social, ethical, and legal 
implications of AI, helps mitigate the risk of biased outcomes, safety issues, quality 
reduction, cybersecurity threats, to name but a few and thus avoids compliance becoming 
a “tick box” exercise, at the same time reducing the exposure to liability. By reframing AI 
literacy as a general policy objective rather than a binding operational requirement, the AI 
Omnibus proposal risks creating significant accountability gaps and weakening 
enforceability. 

 

 
5 Recital 20 AI Act 
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Furthermore, tying AI literacy primarily to public encouragement inadvertently signals that 
responsible AI use is an option rather than a prerequisite for market entry and undermines 
the Union’s regulatory credibility. ALLAI maintains that AI literacy must remain a shared 
responsibility across the value chain.  

5.  New Article 4a - Processing Special Categories of Personal 
Data for Bias Detection and Mitigation 

The AI Omnibus introduces a significant amendment of the conditions under which 
providers may process special categories of personal data, including data revealing racial or 
ethnic origin, political opinions, religious beliefs, or health status, for the purpose of bias 
detection and mitigation.6 This is primarily achieved through the introduction of Article 4a, 
which eSectively expands the framework originally established in Article 10(5) of the AI Act. 
 
The amendments introduce the following critical shifts in the legislative text: 
• Modification of the Necessity Threshold: The proposed text deletes the qualifier 

"strictly" from the necessity test. While the original AI Act mandated that processing of 
special categories of personal data be "strictly necessary" for the purposes of bias 
correction, the new Article 4a requires only that the processing be "necessary." 

• Expansion of Material Scope: The original derogation of the GDPR’s prohibition to 
process special categories of personal data in Article 10(5) of the AI Act was specifically 
circumscribed to high-risk AI systems. The AI Omnibus amendment now extends this 
derogation to include all AI systems and general-purpose AI (GPAI) models, regardless of 
their risk classification or intended use. 

A false dichotomy 

The introduction of the option of art. 10.5, and the proposal to extend it to all AI systems, is 
based on the misconception that the quest for unbiased AI revolves around protecting two 
conflicting (groups of) fundamental rights: those of privacy and data protection and those of 
non-discrimination. Hence the discussion centers around one choice: should we use highly 
sensitive personal data (and infringing privacy) to mitigate bias, or do we allow AI systems to 
be biased (and infringing the right to non-discrimination). This is a false dichotomy.  The 
quest for unbiased AI should aim at building AI systems that are free from bias-by-design, 
without the need to infringe privacy to mitigate it, especially in privacy sensitive domains.  

 
6 Article 9 GDPR 
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This could mean that data driven AI systems, based on machine learning and deep learning 
models, might turn out to be unsuitable for such domains. While some might find this 
unsettling, it is also a more realistic approach than merely codifying weak bias mitigation 
‘patches’7, such as those of Article 10.5 and the proposed Article 4a, that at the same time 
have enormous privacy implications.   

The risks of Article 4a 

Nevertheless, below we elaborate on why we strongly oppose the replacement of Article 
10.5 with the new Article 4a. The AI Omnibus states that such extension is necessary 
because low- or no-risk AI systems also pose the risk of bias, which is indeed true. While we 
highly welcome this sentiment, we doubt that AI providers of low- and no-risk AI systems will 
indeed use the possibility for that purpose, without any obligation to do so. We fear that 
Article 4a will open the door of misuse of special categories of personal data under the 
veneer of bias detection and mitigation.  

Moreover, the new Article 4a not only broadens the legal basis to all AI systems, it also lowers 
the applicable standard from “strict necessity” to a generic “necessity” requirement for the 
processing of special categories of personal data constitutes a substantive regression in the 
level of protection guaranteed by Union law.  

Firstly, the Union data protection acquis and the Charter framework require that any 
derogation from, or limitation on, the rights to respect for private life and to the protection of 
personal data (Articles 7 and 8 Charter) be interpreted strictly and confined to what is strictly 
necessary for the pursuit of a legitimate objective of general interest. In its landmark 
judgments in Digital Rights Ireland (joint Cases C-293/12 and C-594/12) and Tele2 Sverige 
(C-203/15), the Court of Justice held that measures involving serious interferences with 
these rights, such as generalised data retention, are compatible with Union law only when 
they are limited to what is strictly necessary, and that where several measures are capable 
of contributing to the objective pursued, the legislature must choose the least intrusive one. 
In the bias-mitigation context, this implies that recourse to special-category data is 
permissible only if the same level of bias detection and correction cannot be achieved using 
less intrusive alternatives, including non-sensitive, synthetic or anonymised data. Replacing 
“strict necessity” with “necessity” in this context weakens the normative threshold the Court 
has developed for particularly serious interferences and risks authorising sensitive-data 
processing where it is convenient for model performance rather than indispensable to avert 
a grave risk of discriminatory outcomes.   

 
7 https://www.sciencedirect.com/science/article/pii/S026736492500010X 

https://www.sciencedirect.com/science/article/pii/S026736492500010X
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Secondly, Article 9 GDPR starts from a prohibition of processing special categories of 
personal data, allowing such processing only under exhaustively listed, narrowly 
constructed exceptions. Any sector-specific instrument, such as the AI Act as amended by 
the AI Omnibus, that purports to open an avenue for processing special-category data for 
bias detection and mitigation must therefore be designed and interpreted as setting out a 
strictly exceptional regime. The current formulation of Article 10(5), which confines the 
derogation to high-risk systems and subjects it to a strict-necessity test, reflects this logic 
by requiring that controllers demonstrate that the use of sensitive attributes is unavoidable 
for eSective bias mitigation and tightly circumscribing the scope and safeguards of such 
processing. Diluting the standard to mere necessity, while simultaneously expanding the 
personal and material scope of the provision, undermines the exceptional character of the 
derogation, risks creating a de facto new, more permissive legal basis for sensitive-data 
processing, and sits uneasily with Article 52(1) Charter’s requirement that limitations on 
fundamental rights must be necessary and proportionate in relation to a genuinely pressing 
objective.   
 
Thirdly, special categories of data, including precisely those attributes most relevant for bias 
analysis (e.g. ethnicity, religion, health, sexual orientation), are intrinsically linked to 
heightened risks of discrimination, stigmatisation and chilling eSects on the exercise of 
other fundamental rights. In this setting, a strict-necessity standard performs a crucial 
gatekeeping function: it requires controllers and legislators to substantiate, with evidence, 
that sensitive-data processing for bias detection and mitigation is indispensable in light of a 
clearly demonstrated, high-impact risk, and that no less intrusive configuration of the 
system or dataset can achieve a comparable level of protection against discriminatory 
outcomes. A generic necessity test, by contrast, considerably lowers the evidentiary and 
justificatory burden, making it markedly easier to normalise the use of sensitive attributes in 
AI development and deployment in the name of bias detection, including in situations where 
the underlying risk profile of the system would not, under a Charter-compliant reading of 
Article 9 GDPR, justify such an interference.   
 
The strict necessity standard is a legal imperative to preserve coherence with the Union 
acquis and the settled jurisprudence of the CJEU, to maintain the exceptional nature of any 
derogation from the prohibition on processing special-category data, and to ensure that the 
fight against algorithmic bias does not become a vehicle for systematically weakening the 
fundamental rights safeguards that EU data protection law was designed to uphold. 
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6. Fundamental Rights Authorities’ Access to Information 
The AI Omnibus introduces targeted amendments to Article 77, which regulates the powers 
of national public authorities or bodies responsible for supervising or enforcing fundamental 
rights. Fundamental rights authorities (FRAs) may no longer request technical 
documentation directly from providers. Instead, all requests must be funnelled through 
Market Surveillance Authorities (MSAs), which act as a "single point of entry." FRAs are 
required to submit their investigative requests to the MSA, which then manages the 
transmission and execution of the request to the provider or deployer. 
 
ALLAI expresses significant concern regarding these amendments, as they risk undermining 
the direct and independent oversight of fundamental rights in the European AI ecosystem. 
While the objective of reducing administrative redundancy is a valid goal, the current 
proposal creates a hierarchy that may impede the eSective protection of citizens' 
fundamental rights while paradoxically increasing the strain on MSAs, of which many are 
already underfinanced and under resourced. The proposed centralization does not eliminate 
administrative work but it merely shifts it. By requiring MSAs to act as the "single point of 
entry" for all documentation and testing requests, the AI Omnibus imposes a significant 
additional workload on these bodies. MSAs must now manage, filter, and process requests 
from multiple external authorities, acting as intermediaries between the providers and the 
FRAs. This forces MSAs to dedicate limited resources to coordination and relaying 
information, which may detract from their primary mandate. 
 
Moreover, the independence of fundamental rights bodies is a cornerstone of the Union legal 
order. Any mechanism that subjects their ability to conduct investigations or access 
evidence to the technical mediation or discretionary oversight of an MSA risks a substantive 
reduction of their statutory powers. ALLAI argues that fundamental rights authorities must 
retain unfettered and direct access to documentation to fulfil their duties under Union law. 

7. AI Regulatory Sandboxes  
The AI Omnibus proposal additionally introduces amendments to Articles 57, 58, and 60 of 
the AI Act, which concern the scope, governance and functioning of AI regulatory sandboxes. 
Collectively, these amendments signal a desired shift towards greater centralisation, 
harmonisation, and strategic use of sandboxes as tools for innovation, but also for 
competitiveness and regulatory governance.  
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We welcome the establishment of a centralized AI regulatory sandbox for GPAI models under 
the authority of the AI OSice. Given that these AI technologies already fall under the OSice’s 
supervisory remit pursuant to Article 75(1), centralizing their testing and development could 
be a path to ensure institutional coherence. Furthermore, because GPAI models, particularly 
those posing systemic risks, are computationally intensive and resource-heavy, their 
supervision could impose prohibitive infrastructural and financial burdens on certain 
Member States and their national competent authorities. A centralized approach could thus 
prevent regulatory "forum shopping" and ensure that the Union’s most powerful AI 
technologies are subject to uniform high-quality testing regardless of a Member State's 
individual technical capacity.  

Importantly, this amendment resolves a previous legal uncertainty by explicitly including 
"models" alongside "systems," thereby granting GPAI providers a pathway to regulatory 
experimentation and development. This additionally allows for regulatory learning and the 
fine-tuning of compliance with the Code of Practice within an environment specifically 
staSed and equipped for such tasks, ultimately reducing legal fragmentation across the 
Union Single Market. 

With regard to the additional amendment in Article 57 on facilitated market access, we 
support the inclusion of SMCs alongside SMEs and start-ups, as this reflects the reality of 
the European business landscape, in which SMCs account for a substantial share of 
development and technological deployment. As a result, granting them eased access to the 
market following AI regulatory sandbox participation provides a strong incentive for these 
entities to enter the sandboxes, supporting the EU’s objective of advancing  trustworthy and 
competitive AI in the Union. 

Finally, we welcome the extension of real-world testing provisions to high-risk AI systems 
covered by Annex I of the AI Act. This amendment supports EU innovation and 
competitiveness by enabling strategically important sectors, such as autonomous vehicles 
and industrial automation, to benefit from unified testing that applies across multiple legal 
regimes. This move toward deepened regulatory harmonisation is further complemented by 
the strengthened obligation for cross-border cooperation between national sandboxes. 

Such cooperation is particularly important because AI systems are not only potentially 
cross-sectoral but also inherently cross-border once they enter the EU market; regulatory 
guidance through sandboxes should therefore be organised on a similarly cross-border 
basis.  
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8. No More Registration of Exempted High Risk AI Systems 
The AI Omnibus further proposes to no longer oblige AI providers that consider their AI 
system not to be high risk, based on one of the exemptions of Article 6(3), to register such a 
system in the EU database. This proposal further weakens the protection of the AI Act, by 
taking away the opportunity for politicians, market surveillance authorities, researchers, 
social partners and civil society actors to scrutinize whether a system is rightfully exempted 
from high risk AI requirements. The application of article 6(3) and hence the decision on 
whether it indeed applies to a certain AI system that is listed on the high-risk AI list of ANNEX 
III, lies with the AI provider itself (self-assessment). The registration obligation allows all 
actors to scrutinize that decision. If registration is no longer necessary, it will be impossible 
to know of any misinterpretation and misapplication of the exceptions of Article 6(3), hence 
potentially exposing society to unsafe, biased, untransparent, unsecure or unstable AI 
systems. 

The EU funded flagship EUSAiR8 project (supporting the establishment of AI Act mandated 
EU-wide AI Regulatory Sandboxes), in which ALLAI has a leading role, is running a number of 
AI Regulatory Sandbox pilots where regulatory issues are discussed and analysed together 
with AI providers and national competent authorities. These pilots have already shown that 
proper categorization of AI systems under the AI Act’s risk tiers is the most common 
regulatory uncertainty that AI providers face. This shows that mis-categorization, also in the 
form of misapplication of the exceptions of Article 6(3), is likely to be common and frequent. 

Moreover, since the amendment prescribes that the AI provider remains obligated to 
document its assessment and keep it available for national competent authorities, the act 
of a simple registration in the EU Database does not genuinely add any extra burden and 
merely looks like a typical “regulatory privilege” that could potentially have substantial 
negative consequences.  

9. How to ETectively Support and Ease AI Act Application 
The EU must prioritise the operational clarity and usability of existing rules rather than 
pursuing a reduction in their scope or substance. We are concerned that a longer-term 
implication of (flawed) simplification eSorts may be the gradual erosion of the "Brussels 
ESect" and the Union’s credibility as a global standard-setter. The AI Act’s legitimacy as a 
global benchmark for human-centric and trustworthy AI depends on its consistency and its 
refusal to trade oS fundamental rights for administrative ease.  

 
8 EUSAiR 

https://eusair-project.eu/
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If the Union signals that core protections, such as AI literacy or strict limits on sensitive data 
processing are negotiable as “regulatory privileges” or deferrable, it undermines its own 
normative influence. Accordingly, global partners and market actors may interpret these 
"simplifications" as a tacit admission that the European model is unworkable, thereby 
incentivising a shift toward more permissive, less protective global standards.  

The Commission should therefore focus on expanding sector-specific guidance, explanatory 
materials, and standardised compliance tools that translate legal requirements into 
operational practice9. Targeted support for SMEs (and SMCs) should enable compliance 
rather than exempt actors from core obligations.  

ALLAI stresses the importance of improved coordination across EU AI initiatives. In the 
earlier mentioned EUSAiR project, we see great opportunity for further alignment and 
leveraging of the EU AI Ecosystem that has a rich knowledge base and ample technical 
infrastructure that, if brought together eSectively, can further facilitate compliance in a 
practical manner, proving we do not need to dilute or delay the AI Act for innovation and 
competitiveness.  

For example, rather than scaling back regulatory timelines and requirements due to 
implementation concerns, Europe should seize the vast talent and resources available. In 
this vein, initiatives like Horizon Europe and Digital Europe could be strategically directed to 
fill current guidance gaps by funding the development of conformity assessment tools, 
open-source 'compliance-by-design' components, and practical risk management 
frameworks. ALLAI would also like to highlight the upcoming GenAI skills academy, that will 
be able to provide AI literacy skills, also to support and ease application of the AI Act. 

Finally, ALLAI strongly supports the expansion and institutionalisation of experimental 
governance mechanisms such as AI regulatory sandboxes. Initiatives developed under 
projects such as EUSAiR10, in which ALLAI has a leading role, demonstrate the value of 
supervised experimentation and structured dialogue between regulators and innovators. By 
allowing compliance to be tested and demonstrated in controlled environments such as 
regulatory sandboxes, legal certainty is advanced, regulatory learning is supported, trust is 
fostered without lowering regulatory standards.  

 

 
9 ALLAI is involved in multiple AI research and innovation projects in which such compliance tools are being developed and tested such 
as AEQUITAS, EUSAiR and VASCUL-AID.  
10 EUSAiR 

https://www.aequitas-project.eu/
https://eusair-project.eu/
https://vascul-aid.eu/
https://eusair-project.eu/
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